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Preface
About the Object Management Group

OMG

Founded in 1989, the XE "Object Management Group, Inc. (OMG)"Object Management Group, Inc. (OMG) is an open membership, not-for-profit computer industry standards consortium that produces and maintains computer industry specifications for interoperable, portable, and reusable enterprise applications in distributed, heterogeneous environments. Membership includes Information Technology vendors, end users, government agencies, and academia.
OMG member companies write, adopt, and maintain its specifications following a mature, open process. OMG’s specifications implement the Model Driven Architecture® (MDA®), maximizing ROI through a full-lifecycle approach to enterprise integration that covers multiple operating systems, programming languages, middleware and networking infrastructures, and software development environments. OMG’s specifications include: UML® (Unified Modeling Language™); CORBA® (Common Object Request Broker Architecture); CWM™ (Common Warehouse Metamodel); and industry-specific standards for dozens of vertical markets.

More information on the OMG is available at http://www.omg.org/.

OMG Specifications

As noted, XE "OMG specifications"OMG specifications address middleware, modeling and vertical domain frameworks. A Specifications Catalog is available from the OMG website at:

http://www.omg.org/technology/documents/spec_catalog.htm

Specifications within the Catalog are organized by the following categories:

OMG Modeling Specifications

· UML

MOF

XMI

CWM

Profile specifications

OMG Middleware Specifications


· CORBA/IIOP

IDL/Language Mappings

Specialized CORBA specifications

CORBA Component Model (CCM)

Platform Specific Model and Interface Specifications

· CORBAservices

CORBAfacilities

OMG Domain specifications

OMG Embedded Intelligence specifications

OMG Security specifications

All of OMG’s formal specifications may be downloaded without charge from our website. (Products implementing OMG specifications are available from individual suppliers.) Copies of specifications, available in PostScript and PDF format, may be obtained from the Specifications Catalog cited above or by contacting the Object Management Group, Inc. at:

OMG Headquarters
140 Kendrick Street
Building A, Suite 300
Needham, MA 02494
USA
Tel: +1-781-444-0404
Fax: +1-781-444-0320
Email: pubs@omg.org
Certain OMG specifications are also available as ISO standards. Please consult http://www.iso.org

HYPERLINK "http://www.iso.org/"


Typographical Conventions

The type styles shown below are used in this document to distinguish programming statements from ordinary English. However, these XE "typographical conventions"conventions are not used in tables or section headings where no distinction is necessary.
Times/Times New Roman - 10 pt.:  Standard body text

Helvetica/Arial - 10 pt. Bold: OMG Interface Definition Language (OMG IDL) and syntax elements.
Courier - 10 pt. Bold:  Programming language elements.
Helvetica/Arial - 10 pt: Exceptions
NOTE:   Terms that appear in italics are defined in the glossary. Italic text also represents the name of a document, specification, or other publication.

0. Submission Detail

The detailed requirements and arrangements for submission of the content of this standard as a "Content" or "Ontology" standard are currently being finalized within the Object Management Group. Future formal submissions of this document will be submitted according to that process. This section 0 will contain detailed descriptions of the way in which that OMG process is applied to this standard, with detailed requirements for change management of future content. 
1 Scope

This specification provides a business conceptual model of business entities terms, definitions and relationships. 
1.1
Description of the Standard

[New – please review]

This specification describes a standard which includes both a business conceptual model and the arrangements for producing, maintaining and presenting content from that model for the benefit of business domain readers of the model content. 

[end new]

The model contains no technical design content and is a representation of the business entities concepts grounded in first order logic constructs [expand on why important e.g. compared to ER models]. The grounding in first order logic is attained by the use of constructs defined in the Web Ontology Language (OWL). Presentation of the terms, definitions and relationships is configured for interpretation and review by business domain experts and requires no understanding of technical modeling constructs, language or notation. This is achieved by the use of diagrams and tables which directly represent the OWL constructs which are used in the model. Diagrams are non normative and provide a range of views, across different levels of detail and for different subsets of the (normative) model content. [these were not included in earlier draft of this standard, as not normative. To be added this draft as an Annex.]
[two kinds of report: normative report of whole content (for technical review of this standard), and informative views (diagrams and tables), compliant with the descriptive and presentation requirements described in this specification, for business domain expert consumption. Rewrite the below to reflect this.]

Normative Tables (these are a complete report of the content), may be regarded as a complete and therefore normative view of that content. Model content is retained in a formal model repository and may be extracted into a range of modeling and presentation environments, provided that these are compliant with the UML and XMI standards that are referenced in this specification. 

1.2
Model Positioning

[add positioning, explanation of “business conceptual model” wrt prior art. Also vide comments in Section 6, the ‘architecture’ for want of a better word, that is the means by which the BCM / ontology is created and maintained, is also part of the scope fo this standard; that’s not clear here,]

The model presented in this specification is a “Business Conceptual Model” in line with the definition generally understood for such a model (see Definitions). 
 [Moved from annex]

1.2.1  Conceptual Modelling Theory

In order to better understand the differences between these two types of model (and a third, the physical model), it may help to look at the underlying theory. 

In order to carry out some technical development of some solution, the following steps are taken: 

1. Specify the problem

2. Design a solution

3. Implement the solution

In most mature development environments, each of these is represented by some formal specification: a specification of requirements, a design specification, and a detailed specification of the physical implementation (the physical model). 

This is true for the development of applications (programs which "do" something) but it is also true in data design. 
1.2.2
Logical versus Conceptual Models comparison
1.2.2.1
Comparison Table
The principal differences between a logical data model and a semantic model are shown in Table [1.n]. 

Table 1.n
	Logical Data Model
	Semantic Model

	Represents elements in a database design
	Should not include design information but is a model of business concepts

	Represents data model design components (Classes in OO design; tables in relational database design)
	Represents "Things" using set theory concepts

	Combines common data structures for reuse and efficiency
	No efficiency considerations because it is not a design; reiterates concepts as they apply

	Single inheritance hierarchy
	Multiple inheritance

	May define a number of optional properties of a class, such that the application developer would know whether these apply or not
	Defines what facts are applicable to a given type of thing.

	Uses enumerations to quality classes
	Enumerates classes ("Things")

	Closed World Assumption (CWA)
	Open World Assumption (OWA)


These are explained further in the sections which follow. 

1.2.2.2
Detailed Models Comparison

Design Elements versus Business Concepts

A logical data model represents the design of some data structure such as a database or a message design. This differs from a physical data model in that it is not specific to any one implementation or platform. That is, a logical data model is a kind of "Platform Independent Model" or PIM, as distinct from a "Platform Specific Model" or PSM. 

While a logical data model is not specific to any one physical implementation, it does represent some design. That is, the logical data model, like any logical design, represents the results of some design effort by some designer. 

A semantic model does not represent any design of any solution, but explicitly represents facts about the problem domain. 

If a designer sets out to design something, there should normally be something that they are working from. In the design of software, designers work from formal business requirements statements, such as "Use Case" models or a requirements specification document. For data, the equivalent is a semantic model. That is to say, a designer of a data model should be expected to work from some source of knowledge of the items which are to be catered for in the database or messages for which they are carrying out the design. 

Components that are Represented (Classes, Tables or Things)

In order to create a model which represents the logical design of some database or message scheme, the modeler will create a model which represents components of that design. For example, in a relational database they will create a model of database tables, along with relationships between those tables, public and private keys and so on. A logical representation of the design is therefore a representation of database constructs, namely tables, relationships, keys and so forth. The logical data model design is therefore couched in a notation which has formal representations of those elements. This may take the form of an Entity Relationship Model (ERM) or an object oriented model in the form of a Class Model in the UML design notation. 

Depending on the model notation chosen by the developer therefore, the model may be an ERM model of data entities and relationships, or a UML class model of classes, associations, composition relationships and so on. These are the items to which elements of the model refer. 

By contrast, a semantic model does not represent a logical design, and the things in the semantic model represent instead the real world entities in the business domain itself. 

For example, a logical data model for securities may contain a representation of data tables for data about shares, bonds and so on, whereas a semantic model of the securities domain will contain representations of shares and bonds themselves, as kinds of "Thing". 

The relationship between a semantic model element and the things it represents is made explicit in the Semantic Web "Web Ontology Language" or OWL notation. In an OWL model, every kind of "Thing" in the model (also known as "Classes") is a set theory construct which defines membership of the set in terms of the properties of its members. All classes in an OWL ontology model are sub-classes of a class known as the "Universal" set, commonly labeled as "Thing". This is the set of which everything is a member. In this way it is made explicit that everything in the model is some thing. 

Reuse

It is sensible when carrying out data model design, to identify similar sets of terms and combine these into reusable sets. A semantic model may end up combining common concepts if the concept can be described as a more general, more abstract variant of the kind of thing. However, this is not a requirement for model design - things may be combined according to similarity in the data structures without reference to their meaning. 

This is really another aspect of the basic fact that, since a semantic model is not a design, it has no design constraints (note this may not the case for an individual semantic technology application, where constraints are rightly applied but are very different to those for relational database or message design). 

Single versus Multiple Inheritance

A limitation of some (though not all) relational design environments and notations is that the classes would be arranged in a hierarchy of classes. These would be in a single inheritance "tree" i.e. each class has only one parent class of which it is a specialization (ignoring polymorphism for now). 

Semantic models more closely reflect the real world dispensation of taxonomies of kinds of thing, namely that a set of classes may defined according to more than one property. For example, a whale is both a marine animal and a mammal according to two different kinds of classification hierarchy, and an individual whale, being a member of the class of things which are a whale, is classified as both kinds of thing. 

This is particularly valuable in modeling of kinds of security for different applications. For example risk management and securities trading performance analysis have different requirements, based on asset types, cashflow behaviors and so on. One application would need to classify things according to one set of requirements. Regulators have different requirements to traders, and even different regulators or different areas of regulatory analysis and systemic risk analysis may dictate different ways in which the universe of instruments may be "sliced" for analysis. 

Optionality

In standards, particularly message standards, it is good practice to have a number of properties that may or may not apply to a given category of data element (for example, for a data element for a debt security), and make all of these optional. This is practical: for any debt instrument, not all the properties necessarily apply, but someone wanting to send a message from one point to another will be able to populate the message with those properties that exist for that security. 

This, by definition, does not represent the knowledge that business practitioners may have about what facts necessarily must apply for a given instrument of a given type. In order to provide a message which is complete and correct, the sending party needs to apply knowledge from outside the model, about what facts necessarily apply to a given instrument. This intelligence would typically need to be built into the application that builds the message which is sent according to that schema. The knowledge is not represented in the schema. 

At base this is simply another way of saying that the logical design of the message is not a representation of the knowledge about the instrument. Needless to say, this is not a criticism of such a message, it is simply a statement of why the message schema is not a record of the knowledge about the instruments. 

Enumerations

A valid and good design approach to different kinds of thing is to provide a single data element which is an enumeration, containing entries for each of a number of entries that distinguish these things. 

In a semantic model, each thing in the enumeration is a separate class of "Thing". The presence of enumerations in a model indicates that this is a logical model. 

Note that for simplicity is it sometimes the practice to provide an enumeration (of textual strings, or 'literals') in a semantic model. However this is usually a pointer to the need to develop the semantics of the model further. 

Open versus Closed World Assumption

· Open World Assumption: Absence of evidence is not evidence of absence

· Closed World Assumption: Absence of evidence is evidence of absence

A closed world model such as a database is built with the assumption that there is data available for each field defined in the database for a given record. An open world model does not make this assumption, and so facts may be asserted whether or not there is data to correspond to those facts. This is what gives a semantic model the capability to express facts which define things. 

What this means in practice is that facts can be asserted about a thing in a semantic model without consideration to whether these facts are represented by actual data. For example, a fact about any event is that it has a cause, however causes of events need not be known or represented. 

On a more detailed level, a semantic model can describe and represent facts about things without those facts being represented as data. Very often the facts which define the nature of a thing may not correspond directly to data. For example, many financial instrument types are defined in terms of the legal rights and obligations that they represent to one or other party to the contract. These rights and obligations may correspond indirectly to data elements, but the legal facts themselves may be more abstract, i.e. a fact stated in terms of "has right to" or "commits to" may refer to the abstract concept of a right, while the data may contain details of those rights and obligations, which may be regarded as a sort of signature revealing the existence of those rights and obligations. 

This would be true of anything which is defined and classified according to facts which are themselves abstract. This would include most legal concepts. 

1.3
Business Scope

The business scope of this specification is all terms relating to and descriptive and/or definitive of a range of business entities and legal entities that are considered by financial industry firms, regulators and other stakeholders to be of relevance in financial and other activities [PR comment to clearly articulate stakeholders, not completely addressed by above edit]. 
In this edition, the scope of the terms covered is terms common to legal entities, terms common to formal organizations, terms definitive of or descriptive of companies incorporated by the issuance of shares, terms which define the existence of other kinds of legal entity, terms specific to trusts, and terms defining the relationships both of ownership and control between and among the kinds of organization listed above.  Future iterations of this specification may add similar material for additional types of entity and organization. 

This specification makes use of adaptations and restrictions to the Ontology Definition Metamodel (ODM) standard, these adaptations and restrictions forming a non normative part of this specification. 

This specification extends the techniques used in semantic modeling, to introduce the concept of 'Archetypes'. These are explained fully in this specification and form part of the scope of this standard. 

The partitioning of the model content into distinct ontologies forms an important part of the way in which meaningful concepts are framed in this specification, and these form a non normative part of this specification. Model content may be used without reference to this partitioning, for example to incorporate this into other semantic models which are not so partitioned. 

This specification includes several kinds of metadata which form a normative part of the model content. The metamodel of these makes extensive use of existing standards such as Dublin Core and the Simple Knowledge Organization System (SKOS), with extensions to these where it has been deemed appropriate. The use of these, the extensions provided in this specification, and the rendition of these in ODM and in OWL form part of the scope of this specification. The metadata included within the scope of this specification is characterized in terms of provenance metadata, contextual metadata, change management metadata and the archetype metadata. These are all in the scope of this specification, with the exception of the change management metadata which is intended as a direct representation of OMG content change management metadata. 

The concepts for business entities which are defined normatively in this specification make extensive reference to semantics defined in other standards. The treatment of such reference forms a non normative part of this specification. The individual terms derived by means of reference to terms in those other standards, and which are either ancestral to or referred to by properties of the business entities terms in this standard, are themselves a normative part of the scope of this standard. 

[Some comments (PR) on the below suggest there is work to do on what exactly is delivered, what is normative, how it is delivered and so on. This requires some familiarity with OMG process. ]

Model content is made available in the form of XMI serialization of UML models, OWL models and spreadsheet reports. The methods of production of these representations of the normative model content do not form part of the normative scope of this standard, but these representations are included in the delivery of model content. The content of each of these representations is a direct rendition of the normative content of this specification [PR comment ‘but in what form is the normative content represented and accessible’ – to be addressed by Adaptive?]. For semantic technology applications, the OWL files so produced may need [PR how and why? – expand into separate ‘positioning’ subsection on conceptual versus operational ontologies.] to be reduced in order to comply with the technical constraints of a given application requirement, to produce what are referred to here as 'operational ontologies'. The production of operational ontologies is outside the scope of this specification. It should be noted that restrictions which necessarily apply in the engineering of semantic technology applications are not retrospectively applied to the normative content of this specification, since this specification aims to express the full business meaning without restriction, and achieves this by exploiting the full expressive power of OWL and the underlying first order logic without reference to application design constraints. This is consistent with the positioning of the content of this specification as a business conceptual model. [positioning] 
1.4
Relation to Existing Financial Industry Standards

The model produced as defined in this specification and included as part of it is a conceptual model, representing things in the business domain as distinct from data descriptions for data about those things. As such it is intended to be complementary to the full range of standards in the financial services industry, most of which were developed and are framed (positioned) either as logical data models or as physical message schemas. An exception to this is the ISO 20022 standard which, while developed using UML notation and following UML best practice for data model design, is designated as a semantic model for securities data. 

It is unclear how many of the existing industry models were developed at a physical or logical model level without having included with their development some formal development artifact representing the business conceptual model of the business requirements for the content of those standards. 

[The rest of this bit to be written. I still don’t know how to position this conceptual model without seeming unkind to those who developed standards without one. The accompanying positioning material should make it clear that that was not good practice. ]

1.5
Relation to Ontologies in Semantic Technology Applications
[this is where we set out our findings in the Proof of Concept activities, about what makes a good Operational Ontology and how this differs from a (we hope good) business conceptual ontology]

An ontology, regardless of how it is to be used, sets out formally a representation of items in a real-world domain of discourse. There are two distinct uses to which this applies:

· A Business Conceptual Model as described in this specification – this uses the full expressive power of the chosen notation to formally define items in the domain of discourse, without reference to any application constraints (because it is not an application)

· An Operational Ontology

[some of this may be in the Definitions section]

Here we define an Operational Ontology as an ontology (in the meaning generally understood by that term and as defined in this specification), which is intended for use within an application. It is necessarily the case that when something is to be used in an application, there will be technical constraints imposed upon that application. This is true when the application uses an ontology, just as it is true when the application is designed using other technologies.

The technical constraints which necessarily apply to an operational ontology (an ontology which is to be used in an application) necessarily do not apply to the modeling of the business domain for a Business Conceptual Ontology. 

That is, the existence of some technical constraint in the application domain should not in any way influence the way in which business facts are formally captured and modeled in a Business Conceptual Ontology. Rather, the formal requirements which apply to any deliverable which is a Business Conceptual Model are to be applied to this model [maybe add a ref to the list of 7 requirements for a Conceptual Model in the literature, unless that’s in an earlier section].  
1.6
Terminological Ontology
[in this section we set out what is a Terminological Ontology (with reference to the Definitions section) and explain that this is one.]

The model described in this specification and produced and maintained according to the principles set out in this specification is a Terminological Ontology. That is, it contains not only formalization of concepts (an ontology) but also contains formal written definitions for each construct. 

The meanings of terms contained within the ontology described and included in this specification are therefore formalized in two separate and complementary ways:

· Via the formal axioms stated using the ontology notation (OWL) and

· As human readable definitions. 

Note that the human readable definitions have been constructed by and with the input of business subject matter experts. These are not intended to be formally structured definitions in the sense defined for example in the SBVR standard, but rather are written definitions of the meaning of the concept as the practitioners in the industry themselves see that concept. 

Many definitions have been derived from definitions of similar terms, or data terms corresponding to those terms in industry data standards or industry messaging standards. These have been adapted where necessary to ensure that they are descriptive of the thing or fact itself and not descriptive of data elements conveying data about those things or facts, and have then been reviewed by industry subject matter experts to ensure that such adaptation accurately captures the sense of the business concept. In other cases (for example where the definition in a data or message standard was incomplete, too context-specific or was tautologous), a fresh definition has been framed by or with the help of industry subject matter experts. 

2 Conformance

[This is template text and possibly does not need to be written out here: 
The Conformance clause identifies which clauses of the specification are mandatory (or conditionally mandatory) and which are optional in order for an implementation to claim conformance to the specification.

Note:  For conditionally mandatory clauses, the conditions must, of course, be specified.]
[PR Comment: this section urgently needs to be addressed. Was blank apart from the above template text in the Nov 14 reviewed copy. The below, written since, may or may not be what’s wanted – OMG expertise needed here on what is or is not Conformance in the OMG world, and how this is faithfully adapted to “content” standards, ontologies. ]

This specification does not describe a modeling language for which there would potentially be conformant and non conformant implementations. Instead, conformance covers the following uses of the model: 
· Conformant extensions of the model content for use locally in conceptual models

· Conformant proposed new material for submission as content of future iterations of the model content

· Use of the model as a business "Conceptual Model" for formally specifying technical solutions

· Technical solutions may be logical data models and message models developed using a model driven approach with the FIBO model as a Business Conceptual Model within such a modeling "stack";

· Technical solutions may be "Semantic Technology" applications, using OWL ontologies that are themselves derived as "operational ontologies" from the FIBO OWL model content, for example by applying some transformation routine or manually, to comply with technical constraints on the solution such as for decidability and reasoning performance.

· In either of the above and similar cases, a conformant use of the FIBO model content is simply a conformant application of the principles of model driven development, with FIBO understood as being a Conceptual Model as described in the literature. There are no additional conformance constraints for this usage over and above what is in the systems development literature. 

2.1
Conformant Extensions of the FIBO Model

Extensions to the FIBO content must recognize the following to be considered conformant: 
· The relationship between the elements in the model and what they represent

· The use of OWL as grounded in First Order Logic and set theory

· The use of the archetypes for classes of Thing and for relationship facts (OWL Object Properties)

[DISCUSSION and further detail for this section]

Discussion points: 

2.1.1
Model Theory

A model which extends the FIBO model is conformant with this requirement if every class in the model represents some real world entity and has a formal definition which describes it in those terms.

2.1.2
Model Constructs Grounding

Classes of Thing

A model which extends the FIBO model is conformant with this requirement if every class in the model is consistent with being an intensional definition of a "Set", whereby the properties asserted for that class are properties the possession of which would identify an individual in the domain of discourse as being a member of the set of things which match that description. 

Union Classes

A model which extends the FIBO model is conformant with this requirement if every class identified as a "Union class" in the model is consistent with being a union of the members of two or more OWL Classes, and the relationship between those classes and the Union Class in question is a "union" relationship modeled per ODM as a covering generalization set (the "isCovering" has to be selected manually). 

Relationships
A model which extends the FIBO model is conformant with this requirement if every relationship fact in the model is consistent with being a real property about the class of "Thing" from which it originates (its "domain"), represents a real relationship to the class of thing to which it points (its "range").

2.1.3
Labeling

[DISCUSSION: We have not discussed this aspect of compliance in detail. Here's how I see things: 

Labels for each class of "Thing" shall be unique within each ontology

Labels for each relationship fact (OWL Object Property) shall have a formal name of the form "Domain Class predicate Range Class", respecting the casing convention whereby classes of "Thing" are named in Capital Case and relationship predicates are named in lower case. 

Relationship Facts shall additionally have a "short" label which takes the form of the predicate only. [MB: this is a contentious issue – UML tooling (EA) only displays this by way of a non-UML conformant implementation of AssClass. We would need to add this ‘predicate short label’ as metadata, bu then no tool will display it the way the diagrams require it, until they are trained to read and display just that as yet undefined metadata tag. ]
Predicate names shall not be required to be unique within each ontology

Long labels (full names) of relationship facts shall be unique within each ontology.

[discussion: there are some tooling implications to the above]

2.2
Conformant Proposals of Additional FIBO Content

The requirements are broadly as stated in 2.1 (Conformant extensions of the FIBO Model). 

2.3 Conformant Diagrams and Tables

It is a requirements of this specification that content of the models is made available to people in the business domain in one or more of a set of diagrams and tables which are described in this specification. An implementation of this model content is not conformant is the only means for the reader to view the terms, definitions and relationships is one which requires some formal understanding of some model language such as UML or OWL in order to understand it. That is, for the avoidance of doubt, some format which contains symbols, whether diagrammatic or textual, which have a meaning other than the meaning that a reasonably educate dbut non technical person would ascribe to those items on seeing them. That is, notations which require some learning of the language in question in order to understand them. The exception to this is the few symbols which are explained in this specification. 
An implementation of this model content within one of the editing environments described elsewhere in this specification is conformant with this specification if the diagrams made available to the business domain are understandable without recourse to a knowledge of modeling languages other than the explanations given in the annexes to this specification.
3 References

[MB: What is the correct place for academic references? For example:]

· Zachmann Framework

· Basic text book(s) on systems development methodologies and model driven development (positioning)

· ISO 1087 work on Terminological Ontologies (normative, standard reference presumably)

· ISO 1087 related published literature on Terminological Ontologies and related matters

· John F Sowa on semantics, partitioning etc. 

· John F Sowa paper “… iss.pdf” on use of Lindenbaum Lattices in ontology socialization (reference for Annex)

3.1 Normative References

The following normative documents contain provisions which, through reference in this text, constitute provisions of this specification. For dated references, subsequent amendments to, or revisions of, any of these publications do not apply.

· Common Logic [PR how is this used? – expend somewhere; is referenced already somewhere]
· Web Ontology Language www.w3c.org/owl Version 2
· RDF Schema [add version, link]
· Ontology Definition Metamodel (ODM) version 1.1 [does not exist yet; but is what we use. RESOLVE]
· OMG recommendations for the application of DC and SKOS metadata (in progress, OMG)
· Unified Modeling Language (UML) – remove because as PR rightly states there is no use of UML which is outside the scope of ODM. 
· XMI
· Dublin Core (DC)

· Simple Knowledge Organization System (SKOS)

[cite in future RFCs (as normative) but not this one; resolve versioning and naming requirements]
· OMG Date Time Vocabulary dtc/2012-01-02 [clarify which version to cite / how to cite]
· eXtensible Busines Reporting Language (XBRL) [version]
· XBRL-GL

3.2 Informative References
The following informative documents are referenced throughout this text or in parts of the Annexes:

· The AB Recommendation of metadata for ontologies
· OMV metadata (for ontology-level metadata)

4 Terms and Definitions

[Note there are PR comments in the form of questions; try to ensure that the definitions given here unambiguously address those questions]

For the purposes of this specification, the following terms and definitions apply.

Business Conceptual Model
A model which represents and only represents business domain concepts without reference to the design of any solution or data model representation. [PR what about ER models? MB No, those are data model representations; this definition explicitly excludes those. So no, the P&C model, being for some reason an ER model and not an ontology, does not.] 
Ontology
A formalization of a conceptualization. This definition is further narrowed such that the formalization is expressed in some form which can be directly expressed in Common Logic, and the conceptualization is that of a Business Conceptual Model. [PR: What’s the relevance of OWL/ODM here? MB: OWL is a syntax which expresses (some) Common Logic constructs, and ODM is a profile for representing those OWL constructs in UML tooling. Take this to ‘Positioning’?]
Taxonomy
A set of terms which stand in some classification relation to one another. 
Terminology

The overall disposition of ontologies of concepts and vocabularies of terms, in relation to one another 
[REVIEW: Likely that SBVR or ISO 1083 has a formal definition; we would defer to that]

Vocabulary

A set of words, each giving one or more formal definitions which apply to a meaningful concept that is referred to by that word. 
[or defer to ISO 1087 / SBVR on this]
5 Symbols and Abbreviations
5.1
Symbols
A number of symbols from the UML language are used in diagrams produced according to this specification [and now in the Annexes, add ref.] but with different meanings to their usual UML interpretation, or with broader meanings which embrace both the UML interpretation and the interpretation given in this specification. The re-purposing of such symbols via ODM forms an integral part of this specification rather than a usage of the symbol, and so is defined in the section [ref] which deals with symbolic representation of the model content. [MB: a bit clunky, this is really an explanation of why certain ‘symbols’ don’t really belong in this standard, template-based section of the document. Unless they do. ]
Symbols existing within the model content itself, such as country codes, are defined semantically by the model itself and are not covered here.

With the exception of the above, there are no specific symbols associated with this specification. 

5.2
Abbreviations

The following abbreviations are used throughout this specification: [PR questions if these are needed as these are in the References section. Derived from Template, so what’s the established OMG practice on abbreviations when these are the same. Note however that UML has been explicitly removed from References because the use of it in this specification does not go beyond anything in the already-referenced ODM, however in explaining our usage of ODM and in the positioning of the model, we are bound to mention UML. In most formal documents elsewhere, this section is a catch-all for all abbreviations used for any reason anywhere in the document. ]
· XML

· UML

· XMI

· ODM

Additional symbols and abbreviations that are used only in annexes to this specification are given in those annexes.

6 Additional Information
6.1 How to Read this Specification

6.1.1 Audience

This specification has the following audiences:

· The standards community

· Technical users of the model content in various uses

· Semantic technology application developers

· Conventional technology developers

· Business subject matter experts. 

6.1.1.1 Standards Community

[what to write here]

This audience is intended to be able to follow and validate the way in which this specification sets out the arrangements for the production and maintenance of model content, and the production of business facing reports and diagrams representing parts of that content. 

6.1.1.2 Technical Users

This specification sets out the production and maintenance of a business conceptual model for business entities and related concepts. Such a model is intended to bridge the interface between business people (who know what they want) and technical people who have to develop some program, message scheme or other technical artifact in line with those requirements [see Positioning section]. As such, the model included in and produced in line with this specification is intended to be referred to and used by technology developers. [see also Usage Scenarios which sets out the various ways they might do this]. 

Parts of this specification therefore set out, for the benefit of a technical audience, what the model is, what it is not, how to interpret it from a technical perspective and how to make use of it within various technical development activities. 

[some of this may belong elsewhere] 

Technical users of this model content may use it for any of the following purposes (and potentially others):

· Model driven development: using the model as a formal representation of business facts, in order to develop some logical data model, which itself may be used to further derive platform specific, physical data models and message models;
· Semantic Technology: Using the model to derive a suitable sub-set of it, within OWL or a similar language, for the development of semantic technology applications

· Integrators: using the model as a formal point of reference of business semantics, against which to map figures in different logical and/or physical databases, message schemas, data models and so on, as would be required during any integration project that integrates systems which handle data that covers the subject matter of this specification. 

6.1.1.3
Business Subject Matter Experts

As noted in [ref] this specification includes detailed requirements for the production of diagrams and reports which are intended for consumption by business subject matter experts. This specification also contains [some / one] section addressed at this audience, this being an informative annex on “Interpreting Model Content”. This audience is not intended to read and understand the remaining parts of this specification [check this when all is written]
[PR, IBM and others: address this to each of the relevant audiences; defines what audience we are addressing. ]
This specification is primarily intended to be read as a description of the architecture and modeling framework [PR: Scope has this as Business Conceptual Model; architecture goes beyond this. Clarify. ] for the content which is defined in the content sections of this specification. The content reports are included for completeness but are intended to be read by business stakeholders using reports and diagrams which are not included in this specification and are not normative. This specification describes (normatively) [ref to where] the requirements for the creation of those diagrams and reports. The content report included as part of this specification is not intended to be read as a business deliverable but forms the normative record of the model content. [MB: now we are producing both kinds of report, re-write the above.]

6.2
Changes to Adopted OMG Specifications
This specification does not change or replace any OMG specifications. 

This specification relies on a non normative restriction to the following specification: [PR question. Reframe this in line with preferred OMG terminology for using a part of another standard and defining in this standard exactly which part of that other standard you are using]
· Ontology Definition Metamodel version 1.1
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7 Introduction
7.1 Overview

This specification provides a business conceptual model of business entities terms, definitions and relationships. The model contains no technical design content and is a representation of the business entities concepts grounded in first order logic terms. This specification describes the architecture, metamodel, additional supporting metadata and content of the business entities model and the terms [PR: explain how model differs from terms; basically, model has terms, definitions and relationships; terms are part of a model but not all of one. Decide whether to expand that here or if new positioning material covers it] which exist to support this content. [PR: Not a metamodel. Dispute this, we use ODM metamodel and profile to create this material. New annotation metadata also has unique metamodel material in this FIBO for BE. Need to discuss this.]
The model content is developed and maintained using the Unified Modeling Language as a modeling tool framework, but with all model content built using the formal constructs of the Web Ontology Language (OWL). This is achieved using the OMG's Ontology Definition Metamodel (ODM) specification. 

The use of the ODM specification in this specification is limited to a specific sub-set of OWL constructs, and is also limited to the range of UML base classes that are allowed for each of the OWL constructs that are used.

The model content is maintained in a metadata repository [under construction at the time of this draft], and is made available as as serialized UML in the form of XMI files, and as OWL files ('ontologies'). 

Additional metadata is provided for aspects of the model content that do not correspond to OWL constructs. These are modeled in such a way as to allow for the OWL manifestations of this model content to contain all the same information that is available in the UML manifestations. This is achieved by using an OWL construct called OWL Annotation Property, nevertheless the constructs referred to above don’t actually ‘correspond’ to OWL Annotation Properties, they are simply mechanized by them [answer to comment, not sure if this tex
t covers this or should be elsewhere.]
The model is configured so as to make extensive reference to a number of terms which are not part of the Business Entities model content [PR needs some clarity on what’s normative or not]. This is a necessary consequence of applying the semantic modeling techniques described in this specification. This specification includes those 'Global' terms along with a description of how those terms from other industries and from no industry, are used in this model and how they are cross referenced to existing standards that have semantics where available. 

7.2
Usage Scenarios

[new material on how the model is to be used]

Audience: Technical implementers (conventional and semantic technology); technology management

The model described in this specification and included with it is intended for use as a business conceptual model. As a result of the notation chosen to represent business terms and definitions, it may also be used in semantic technology adaptations, subject to suitable alterations by semantic technology developers. 
These uses envisaged for the model are as follows: 

· Model driven development

· Of database schemes

· Of message schemas

· Of common messaging across a business unit or organization

· Semantic Technology development

· Integration of systems and / or data feeds

In addition, the model may be extended locally by potential users to extend the scope of what is modeled, prior to using such local extensions in any of the above usage scenarios. 

This specification also envisages that future iterations of the model described and included herein may be proposed by any interested party, following the same processes and principles as are described for extending the model content locally within a user’s firm. 

· Model driven development

· Of database schemes

· Of message schemas

· Of common messaging across a business unit or organization

· Semantic Technology development

· Integration of systems and / or data feeds

7.2.1
Model driven development

Model Driven Development refers to the top town development of technical artifacts starting with a high level, business view of the requirements (for programs) or the data semantics (for data), as described in [cross reference to Positioning section]. 

In this scenario, the model described in and presented as part of this specification is to be used as a business conceptual model, precisely as described in the literature for such usage. That is, the model provides a formal reference, to be maintained within the development process as such and, potentially at least, extended locally with additional concepts not included in this specification which are of relevance to the development in question. 

In this scenario, the model would be ingested into a UML modeling tool, and situated within a model partition for “Conceptual Models” within a broader UML repository which would also contain partitions for logical models, deployment models and so on, determined according to the formal requirements of the development process that is used within the firm. 

Further inspection of the metadata provided within this model may enable the automation or partial automation of the production of logical data models, or at least of a candidate starting point for the development of the logical data model prior to the addition of keys and other database requirements. 
The model described and presented within this specification supports multiple inheritance between classes, whereas most logical data models would be developed using a single inheritance taxonomy (if this is a constraint on the logical or physical models development). This model will contain metadata which defines, for multiple inheritance taxonomies, what are the facets of information by which each taxonomy has been derived. Such information can be interrogated either manually or (at least potentially) programmatically, to extract from the model a suitable single inheritance taxonomy appropriate to the requirements of the development. 

Using this model within a UML tool also allows for the formal mapping between developed (or generated) logical data model constructs and the semantics constructs to which these relate. This in turn simplifies end to end validation and verification of the developed artifacts. 

The model described and presented in this specification is intended to be situated within any model driven development framework, as a conceptual model. This is the case whether the development is for databases, messages or a combination of the two. 

7.2.2
Semantic Technology development

As part of this specification, model content is made available in the Web Ontology Language (OWL) format, which is the format used in semantic technology applications. 
However, semantic technology developers should be aware that the physical and technical constraints which rightly apply to semantic technology applications have not been imposed and will not be imposed on this model, since its primary purpose is to serve as a conceptual model at the business level. 

Similarly, it should be noted that in defining the formal meanings of terms in the business domain, most of those meanings are “grounded” with reference to legal constructs, accounting constructs and so on. This may or may not correspond to instance data in the application. Typically a semantic technology application, like any other application, will operate on actual data. 

There is therefore a distinct difference between the terms defined in this model to satisfy the requirements of a business conceptual model, and the terms required or to found in an ontology that would be used in a semantic technology application.

Semantic Technology developers will therefore need to extract from the model content, some suitable and decidable sub-set of that content. 

This specification does not detail exactly how to derive decidable sub-sets of the content, such as OWL-DL. It is left to the semantic technology developer to make the necessary transformations. 

Some of the metadata provided with this model may assist in this. In Particular, it should be possible for the semantic technology developer, by inspection of the metadata styles as “archetypes”, to identify kinds of relationship which are unlikely to refer to instance data (OWL Individuals) kinds of relationship which will. This would potentially enable the extraction of a sub-set of the model content which would be amenable to semantic technology processing. Similarly, as with the conventional technology scenario descrtibed above, it may be possible to use the metadata which identifies “classification facets”, to extract simpler taxonomy structures from the model. 
7.2.3
Integration of systems and / or data feeds

The simplest application of this conceptual model is to simply use the terms as a common point of reference when comparing terms within different logical or physical data models. This would be of value for example when integrating different systems. 

Many systems may not have a formally stated ontology for the data elements that they use, or the database schema may be considered to be the only record of the meanings of the terms therein. Typically, whenever two or more systems need to be integrated, either as the result of a merger between firms or as part of the process of installing a new system within the firm, there is a time consuming and almost open ended “mapping” exercise in which the meanings of each of the terms in each of the databases or message schemes involved in the integration, are guessed and perhaps written down. 

In reality, even when the intended meanings of the elements in each database and message scheme are known, there is not an easy one to one mapping between one system and another. This is typically the result of good design: the more the design have made use of reusable common data structures, the more efficient that design is, but correspondingly the less explicit is the semantics of the terms. 

In an integration project that brings together data elements from more than two systems or data feeds, the number of mappings that need to be carried out between on system or feed and another is a geometrical function of the number of such data sources and feeds. In order to have a mapping exercise which is only arithmetically related to the number of data sources and feeds, it is necessary to have a single “hub” of terms which are able to be used as a common point of reference between each of the data models. 

While this can often be achieved using a single data model, in practice the limitations on data models (such as single inheritance taxonomies in many cases, though not all) mean that no one model can be found against which all terms in all data models and feeds may be cross referenced. The model presented as part of this specification, being a semantic model, contains full definitions of the meaningful concepts which may be referred to by any of the data elements in the data sources or feeds that need to be integrated, as long as this model may be extended locally to cover areas of scope which are not part of the current specification. 

To use the model according to this usage scenario, one may use the UML model (as described for model driven architecture) if this is a good fit to the environment being used, or one may use the spreadsheet reports directly. The spreadsheet reports are intended as a “business facing” deliverable from this specification, but the “full terms” sections of those reports contain all the information that is present in this model with the exception of relationships between relationships (relationship inverses; sub-property relations). Since the latter exist only in semantic models and are not likely to be found in any fo the data models in a technical integration project, these spreadsheets may be used as a mapping facility. 
7.3
Business Usage Scenarios

[notes by Harsh Sharma – some business use cases within which this may be used. This could potentially be open ended, and some of the scenarios apply to other FIBO RFCs. To be written.] 

· Legal Entity Identification

· The ownership and control hierarchies which complement the (dumb) LEI will be maintained somewhere; the FIBO for Business Entities contains the semantics of these relationships and would form a conceptual model from which to build this supporting utility

· Transaction tracking

· Counterparty Credit Risk

8 Architecture

[PR explain what we mean by architecture]

8.1
Overview

The architecture is presented in several parts: 

· Disposition of the standard

· Usage and restriction of the Ontology Definition Metamodel standard

· Application and adaptation of semantic modeling techniques and notations for business presentation

· Additional Metadata

These are described in the sections which follow. 

8.2
Disposition
The model is maintained within a formal metadata repository. The commitments [PR: What commitments? MB: this sentence describes the commitments in question] to business domain experts to provide diagram and tabular views of the model content are met within that metadata repository [maybe expand or make reference to the section setting out the requirements of a business conceptual model (thereby, the commitment to business readers of the output]. Terms and their definitions may be accessed directly through URI reference or navigated to through the interfaces provided by that repository. In addition, model content may be exported from that repository in order for users of the standard to be able to extend this locally either within conventional model driven development frameworks, or as semantic technology applications using the OWL language. Figure 1 shows an overview of these arrangements.  
















Figure 1 - FIBO Environments Overview
8.3
Ontology Definition Metamodel Usage and Adaptations
8.3.2
Introduction
The Ontology Definition Metamodel standard provides a means to represent OWL constructs within UML tools. This is achieved using a UML extension construct called a 'profile' for OWL and for RDF Schema within UML. The profile defines a number of UML base classes which may be used to represent OWL constructs in a consistent and meaningful way. The result of using the ODM specification is that one may render OWL models in a UML editor tool. 

For the purposes of this specification [may need to expand this per PR comment it’s not clear how the drivers behind this sub-set of ODM differ from the drivers behind ODM itself, but these are very different!], since OWL models are being used to represent business terms, definitions and relationships for the review, approval and consumption of business domain experts, this specification defines [PR: uses. MB: No, ‘defines’ is absolutely the intention here. This specification takes ODM and explicitly defines a sub-set of it, which is to be used in the production of the diagrams described herein. Definition of that sub-set is a unique and important aspect of this specification.] a specific sub-set of the UML base classes that are specified in ODM. In addition, this specification enhances these constructs with visual appearances (coloring of nodes and edges [PR was there any logic to the colors? MB: No; do we need to answer this question as part of this specification?]) so as to provide a visually richer appearance to the diagrams which are produced as described in this specification. The visual appearances themselves may not necessarily be represented in all renditions of the model content (for example in OWL or in different UML tools), and so do not form a normative element of this specification, however these are replicated here alongside the defined sub-set of ODM base classes, for completeness. In addition, most of the model content has appearances which are determined by the 'Archetypes' construct which is described in a separate section, and so only a limited number of these appearances (for example for OWL union classes) are seen in the final model content. 

8.3.2
ODM Constructs Usage
[PR: identify which are ODM 1.0 and which intercept ODM 1.1. MB: we need to discuss; my assumption is that all these are ODM 1.1 but if not I need to know. I wasn’t planning on having something which is half ODM 1.0 and half ODM 1.1 and I rather assumed that our detailed working through these constructs was predicated on all these being ODM 1.1. Are they not? ]
Table 1 shows the RDF, RDF Schema and OWL model constructs, their corresponding UML base classes as used in this specification, the names of the stereotypes for the constructs and their appearances. 

Table 1.  ODM Constructs Usage

	Construct Requirement
	Stereotype


	UML Base Class


	Appearance



	RDF Constructs
	
	
	

	Sub property
	subPropertyOf
	Generalization
	Green generalization-style line

	Sub-class
	subClassOf
	Generalization
	Black generalization-style line

	Datatype
	rdfsDatatype
	Class
	Green box

	Instance type relationship
	rdfType
	Dependency
	Brown Dependency arrow

	Cross reference
	seeAlso
	Dependency
	Green Dependency arrow

	Comment
	comment
	Dependency
	Green Dependency arrow

	Label
	label
	Dependency
	Green Dependency arrow

	Is Defined By
	isDefinedBy
	Dependency
	Green Dependency arrow

	Literal data
	rdfsLiteral
	InstanceSpecification
	Gray box

	Types literal
	typedLiteral
	InstanceSpecification
	Gray box

	Plain Literal
	plainLiteral
	InstanceSpecification
	Gray box

	Instance of annotation
	fact
	InstanceSpecification
	Box (default appearance)

	Subject of instance
	subject
	Dependency
	Green Dependency arrow

	Predicate of instance
	predicate
	Dependency
	Green Dependency arrow

	Object of instance
	object
	Dependency
	Green Dependency arrow

	OWL constructs
	
	
	

	Class
	owlClass
	Class
	Gold class box

	Object property
	objectProperty
	AssociationClass
	Blue line AssClass

	Datatype Property
	datatypeProperty
	Attribute
	Default

	Union relation
	unionOf
	GeneralizationSet, defined as covering
	Purple Generalization

	Disjoint union relation
	disjointUnionOf
	GeneralizationSet, isCovering=True, isDisjoint=True
	Purple Generalization

	Intersection relation
	intersectionOf
	Generalization
	Purple Generalization

	Union Class
	UnionClass
	Class
	Gold class box

	Intersection Class
	IntersectionClass
	Class
	Gold class box

	Disjoint relation
	disjointWith
	Dependency
	Red dependency arrow

	Inverse relationship
	inverseOf
	Dependency
	Red dependency arrow

	Individual
	owlIndividual
	InstanceSpecification
	Default

	Named Individual
	NamedIndividual
	InstanceSpecification
	Default

	Anonymous Individual
	AnonymousIndividual
	InstanceSpecification
	Default

	OWL Annotation Property
	annotationProperty
	AssociationClass
	Green line on AssClass

	OWL Ontology
	owlOntology
	Package
	default

	Equivalent Class
	equivalentClass
	Dependency
	Green dependency arrow

	Same As
	sameAs
	Dependency
	Green dependency arrow

	Different From
	differentFrom
	Dependency
	Green dependency arrow

	Selection list
	dataRange
	Enumeration
	Green enumeration class

	Enumerated set
	EnumeratedClass
	Class
	Gold class box

	OWL Import
	owlImports
	Dependency
	Light blue dependency arrow

	Annotation instance
	annotationFact
	Dependency
	Green dependency arrow


8.3.3
Packaging
As a matter of principle, model content is packaged into separate ontologies, rendered with the UML base class of 'Package' as shown above. Any nesting or other disposition of the packaging within a given UML editor tool is configured as a matter of convenience to the modeler and is not part of the content of the standard in any way. In particular, and for the avoidance of doubt, the nesting of any package within any other package does not represent an implicit relationship between the ontologies represented by those packages. All relationships between ontologies (such as the OWL Import relationship) are rendered explicitly as OWL Import constructs in the content of the model described in this specification. The same discipline is to be applied to any proposed or revised content of the model. Modelers may arrange OWL ontologies under separate UML packages which are not identified as OWL Ontologies, and these are to be considered as having no bearing on the model content, and may be arranged differently by different modelers and consumers of the model content within UML editing environments. 

8.4
Semantic Modeling Application

8.4.1
Modeling Principles

[Audience: business users should be warned off this section.]
[clarity needed on our hitherto rather casual use of the word “Thing” is a business alias for the concept of OWL Class]
The model described in this specification follows the principles of the Web Ontology Language (OWL). This defines the concept of a 'Class' as a set theory construct (not to be confused with the usage of the word ‘Class’ in the UML modeling paradigm). In descriptions aimed as business audiences, we usually use the word ‘Thing’ in place of this, and on the basis that the OWL library class “Thing” is the ultimate parent of all classes in an OWL model (so they are all things). This also precludes having to explain to a business audience the very nuanced distinctions between UML and OWL Classes. [MB I just wrote this response to some comments, but perhaps it belongs in Positioning? ]
In OWL, membership of a class may be defined intensionally by way of properties which, if they are true [or applicable? Re-write with reference to intensional definition theory] of a thing make it a member of that class, or extensionally by way of listing the members of the set which makes up that class. 

In the model described in this specification, all classes are defined intensionally. The modeling notation employed here supports the definition of extensional classes but this is discouraged except for the definition of classes of thing which are necessarily extensional such as days of the week. 

The formal statement by which everything in the model has an ultimate super-class which is the universal set of 'Thing' is the means by which this model is formally identified as being a business conceptual model and not a data model representation. 

In modeling semantics, it is a requirement to model each kind of "Thing" in the model according to the following two criteria: [note that these questions are addressed to non modelers, and seem to be read with pre-defined assumptions by modelers, e.g. about classes versus instances, which either need to be addressed here or headed off. ]
· What kind of thing is this? 

· What facts distinguish it from other things?

The consequence of addressing these questions is that for each kind of "Thing" in the domain of discourse (in this case business entities and legal entities), this will be defined in terms of the following question: 

"What is the simplest kind of thing that this is one of?"

By defining things in terms of simpler kinds of thing, future changes will be additive. It is for this reason that changes to a semantic model are additive and not disruptive [needs further explanation]. This stated benefit only applies if each thing in the model is adequately generalized into some more abstract concept. 

Further generalizing things will extend this ability to make changes non disruptively across different areas of content. When the model is extended to cover additional concepts, if the model components are not adequately abstracted then it will become necessary to break the existing chain of generalization to interpose new terms to support these types of concept. 

These more general kinds of thing may themselves be further specialized for other concepts that are also relevant. By abstracting the terms in this way, the model requires a set of terms which, by their nature, are not unique to business entities or financial services terms and definitions. 

There is a second scenario in which terms are required which are not unique to financial services. This is when a fact about some business entity has a relationship to something which is not itself a concept unique to business entities or in the context of the financial services sector. 

In summary, there are two scenarios where terms are needed in any ontology for business entities, for financial securities, loans, derivatives and so on: 

· The most general kind of "Thing" which something is;

· Things which are referred to in facts about things. 

Both questions point to the need for ontologies of things which are not specific to financial services. These include legal concepts like contracts, business concepts such as service provision, as well as an extensive set of concepts for times, dates, mathematical constructs, events and activities, and so on. These are included in the "Global Terms" section of the model repository and of this specification. 

8.4.2
The Global Terms Models

As a consequence of the modeling principles, the model requires ontologies of things which are not specific to financial services or business entities. These include legal concepts like contracts, business concepts such as service provision, as well as an extensive set of concepts for times, dates, mathematical constructs, events and activities, and so on. It is for this reason that this ontology for business entities has been created to support financial industry business ontologies. 

These terms are maintained in the section titled "Global Terms". The Global Terms material included in this specification are those which are needed to support the business entities ontology in this way. Future specifications for securities, derivatives, loans and so on will require additional Global Terms ontology material.

There are two important features to this part of the model: 

1. We use these sections to define the simplest or most generic kind of thing that something is (these are referred to here as 'Archetypes');

2. We are committed to defining these terms with reference to known, proven standards in the industries for which these terms are defined or for non industry specific concepts, some suitably well-referenced and adopted standard.
These terms are presented in a number of model sections, each containing a number of discrete ontologies. The content of these sections is further cross referenced to copies of such external ontologies as have been used as points of reference for the non financial industry semantics in the model. 

8.4.3
Archetypes

As defined in this specification, an archetype is simply the 'simplest kind of thing' for a particular kind of concept. For example 'Contract' represents the most basic form of contract, having the necessary facts which must be true of all things which are a contract. The term 'Contract' and the facts about it such as 'has principal' are all defined as archetypal classes of 'Thing' and archetypal relationship facts (OWL Object properties). 

The description of an archetypal kind of thing and the set of necessary facts about that thing are informally referred to as a 'Grammar' [need to decide whether to retain this informal name or not]. The concept of 'Archetype' is in many ways similar to that of a stereotype in UML, with the important distinction that the archetype is also the highest level supertype of the things which share that archetype. In the example of Contract, all classes which refer to what are in actuality contracts, have the OWL class of 'Contract' as an ancestor. They therefore inherit all the facts which necessarily apply to contracts, except when these facts are defined by restriction of those archetypal facts, for example the fact that a security has an issuer is a restriction of the fact that a contract has a principal. 
Archetypes are identified by some unique appearance in the form of a color or a graphic. The precise appearances of each archetype are not normatively defined in this specification but it is a requirement that all classes in the model (with the exception of OWL Union Classes and if used, OWL Intersection Classes) shall have an archetype and be represented in business diagrams [as defined in section – add reference] in some unique way. An exception to this is the OWL classes used to represent the partitions described in the next section. This requirement does not extend to third party models derived by extension of this model, but it is strongly encouraged that people creating such models do retain the archetype distinctions if practicable. 
8.4.4
Model Partitioning
Additionally, the "Global Terms" section is partitioned into several non mutually exclusive categories [again it appears that to non non-technical readers, partition carries with it some assumptions that don’t apply to the word partition as used here and in Sowa and others]. These are: 

· Independent, Relative and Mediating things

· Concrete and Abstract things

· Continuant and Occurrent things. 

Each partition is represented as a class of OWL Thing and as a sub-type of the OWL Thing class, without additional archetype indications. 

Terms defined in the model in this specification, and any terms defined in future additions to this specification or in local ontologies derived by extension of this specification, may not have a direct parent class of 'OWL Thing'. All classes of thing in the model described in this specification are given a parent which is either an archetype class of Thing or has an archetype as an ancestor, and all archetypes are given a parent from each of the three partitions listed above, with the exception of temporal terms which exist in a separate partition to the above. [clarify the position of the time partition; this may change during OMG DTV alignment; also it’s not references in FIBO for Business Entities, but this section describes the model partitioning generally. ]
Users of parts of this model may optionally ignore the above partitions in order to dispose model content under separate partitions of their own. 

8.4.3.1
Independent, Relative and Mediating Things

This set of partitions provides a division into the model according to categories which have been arrived at through a considerable body of philosophical literature, notably that of C. S. Peirce. This partitioning relies on the claim in that literature that all things which can be named and classified fall into one and only one of these categories. This principle is reflected in the model described in this specification. 
An independent thing is something which is defined in its own right and without reference to any context. For example, a business entity is an independent thing.

A relative thing is something the definition and meaning of which is specific to some specific context. That which is defined in that context is itself identified as some independent thing, or in some cases some other kind of relative thing, which stands in the role or relationship defined as the relative thing. For example a party to a contract is a relative thing, being itself some independent thing, in this case some business entity. 

A mediating thing is the context in which some thing is defined as being some relative thing. For example, the context of contractual relationships, or of the context in which some specific kind of contract is entered into, is the mediating thing in which the business entity is identified as being some contract party. The term 'Mediating Thing' is synonymous with 'context' in the broadest sense of that term. 
Relative things always have a relationship of 'identity' with some thing which may stand in the role identified by the relative thing. This is usually but not always some independent thing. In some cases the identity relationship may refer to some other relative thing, for example a securities issuer may be a 'Special Purpose Vehicle' which itself is defined as a kind of relative entity, the identity of which may be a company incorporated by the issue of shares, a limited liability partnership or some other form of legal entity. For this reason, while relative things should normally have an identity relationship to some independent thing, the most general application of this relationship is to the universal class 'Thing'.
8.4.3.2
Concrete and Abstract Things

This partition simply identifies whether something is a concrete item with weight and mass, or an abstract construct. Many of the concepts formally identified in the financial services industry are by their nature abstract. 

Archetypes may only be identified as concrete or abstract if this is necessarily the case for all things of that archetype. 
Note that things which have legal standing and which may be either provided on paper or in a dematerialized form are identified in this model as concrete. The intention of the Abstract partition is to define things which by their very nature are abstractions, such as goals. 

One important class of abstract things is those things which are made up of information. According to the modeling principals, only things which are real may be represented in this model. This necessarily excludes things like database keys and locally defined identifiers. A common sense test needs to be applied to any kind of information before it is considered to be real and therefore able to be modeled here. Public information constructs such as security identifiers, business entity identifiers, credit ratings and the like pass this test because they are published by some party. In addition, documents and messages and the like which are passed between entities or parties in the course of carrying out some business process are equally real even though they are not published. The test for their reality is passed because information constructs such as documents have some real business, legal or financial import, that is some impact on something which is itself modeled as being part of the real world and not part of the technical design of some data or application. 

8.4.3.3
Continuant and Occurrent Things

This partition segregates things which by their nature have some existence of a period of time, with a beginning and an end to their existence, and things which by their nature occur at a point in time. The precise timescales on which a thing may be said to occur or to have an ongoing existence is itself dependent on the domain being modeled, in this case all concepts relating to business entities and more broadly to the carrying out of business activities in the human world. So for example a human being would be considered on an astronomical scale as an occurrent thing, the difference in granularity in the time scales being determined according to the context in which the ontology is to be used. More precisely, a human being could still be considered as a Continuant Thing, with a human life being the corresponding Occurrent Thing, so in many cases it is reasonable to try to frame definitions of things which are clearly either continuant or occurrent. 

For the avoidance of doubt, the partitioning of continuant from occurrent things is not formally represented by any axioms, and is definitional only. This means that terms in this model may be cross referenced to terms in models which use different formal ways of distinguishing continuant from occurrent things, for example what are called four dimensional, three dimensional, and similar modeling arrangements. The partitioning given in the model described in this specification contains no such assertions and is provided to enable the problem domain to be partitioned according to the basic nature of what is defined. This enables the model to contain concepts to do with events, processes, states and the like, though these are not utilized in the business entities semantic model.
8.4.4
Model Visual Reporting
The model content may be presented to business domain experts in a number of formats, showing different levels of detail and different parts of the model content. The individual diagrams are not normatively defined in this specification. The basic requirements which must be met by such diagrams is normatively defined in this specification, as follows: 

At least one type of diagram shall be produced, which is optimized for review by business domain experts. These diagrams shall require no knowledge on the part of those viewing them, of any formal modeling language or design techniques, and no knowledge of the Web Ontology Language or the names of the constructs thereof. 

All visual elements of these diagrams shall be explainable with reference to established, non technical concepts. Such concepts may include set theory, basic Aristotelian logic and the like. 

Figure 2 shows an example of one such diagram. Note that this is of a format which shows relationships between relationships. A version of each diagram in this format may also be created without the class icons for each relationship fact, for easier consumption by the business domain.
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Figure2 : Example Business Diagram
8.4.5
Model Textual Reporting and Construct Naming

As with the visual display of model content by diagrams, there shall also be a set of tables provided, in tabular or spreadsheet format in the form of two-dimensional tables with column headings and with each row representing one meaningful concept. 

There are two levels of detail which shall be made available in reports. These are the 'Basic' view of Term, Definition and Synonym, and an extended view giving most or all of the same information that is seen in the diagrams. This shall include line entries for each thing and each fact (relationship fact and simple fact) as well as the set theory constructs and relationships modeled (unions, parent terms etc.). It is not necessary to show relationships between relationships in these tables, such as sub property hierarchies or property inverses. 

Each construct from which the model has been built shall be represented with an English language name as described in Table 2. These names are in US English and may be replaced in reports with definitionally equivalent labels in other human languages. 

Table 2.  ODM Constructs Appearances
	Construct Description
	Construct


	English Name


	Displayed when it appears in



	RDF Constructs
	
	
	

	Sub property
	subPropertyOf
	Sub Property
	Detail tables, detail diagrams

	Sub-class
	subClassOf
	Is A
	All tables, diagrams

	Datatype
	rdfsDatatype
	Type
	No diagrams, no tables

	Type instance relationship
	rdfType
	type of
	No diagrams, no tables

	Cross reference
	seeAlso
	See also
	Annotation reports, annotation diagrams only

	Comment
	comment
	Comment
	Annotation reports, annotation diagrams only

	Label
	label
	Lexical Label
	Annotation reports, annotation diagrams only

	Is Defined By
	isDefinedBy
	Defined by
	Annotation reports, annotation diagrams only

	Literal data
	rdfsLiteral
	Annotation content
	Annotation reports, annotation diagrams only

	Typed literal
	typedLiteral
	Typed Literal
	Annotation reports, annotation diagrams only

	Plain Literal
	plainLiteral
	Plain Literal
	Annotation reports, annotation diagrams only

	Instance of annotation
	fact
	Fact
	Annotation reports, annotation diagrams only

	Subject of instance
	subject
	subject
	Annotation reports, annotation diagrams only

	Predicate of instance
	predicate
	predicate
	Annotation reports, annotation diagrams only

	Object of instance
	object
	object
	Annotation reports, annotation diagrams only

	OWL constructs
	
	
	

	Class
	owlClass
	Thing
	All tables, diagrams

	Object property
	objectProperty
	Relationship Fact
	all tables, diagrams

	Datatype Property
	datatypeProperty
	Simple Fact
	All tables, diagrams except block

	Union relation
	unionOf
	union of
	All tables, diagrams

	Disjoint union relation
	disjointUnionOf
	mutually exclusive union of
	All tables, diagrams

	Intersection relation
	intersectionOf
	intersection of
	All tables, diagrams

	Union Class
	UnionClass
	Union
	All tables, diagrams

	Intersection Class
	IntersectionClass
	Intersection
	All tables, diagrams

	Disjoint relation
	disjointWith
	mutually exclusive
	Detail tables, all diagrams

	Inverse relationship
	inverseOf
	inverse
	Detail diagrams only

	Individual
	owlIndividual
	Individual
	All tables, diagrams

	Named Individual
	NamedIndividual
	Named Individual
	All tables, diagrams

	Anonymous Individual
	AnonymousIndividual
	Anonymous Individual
	All tables, diagrams

	OWL Annotation Property
	annotationProperty
	Annotation Type
	Annotation Reports, Annotation diagrams only

	OWL Ontology
	owlOntology
	Ontology
	Ontology relations diagrams, no tables

	Equivalent Class
	equivalentClass
	Equivalent Thing
	Ontology relations, provenance diagrams, no tables

	Same As
	sameAs
	Same Thing
	Ontology relations, provenance diagrams, no tables

	Different From
	differentFrom
	Different Thing
	Ontology relations, provenance diagrams, no tables

	Selection of values
	dataRange
	Selection
	All diagrams; separate tables

	Selection of Classes
	EnumeratedClass
	Selection of Things
	All tables, diagrams

	OWL Import
	owlImport
	Ontology Import
	Ontology relations diagrams, no tables

	Annotation instance
	annotationFact
	Annotation
	Annotation Reports, Annotation diagrams only


8.5
Additional Metadata
8.5.1
Introduction

The model is supported by additional metadata. These cover features which are not part of the OWL language (and therefore not in ODM) but which are necessary additional annotations to the constructs in the model. This section describes what metadata is provided for in the model and how it is rendered. 
8.5.2
Metadata Types
Metadata is provided for the following separate reasons, and is described in separate headings according to those reasons: 
· Basic Annotation

· Provenance and cross reference annotation

· Definition and additional notes annotation

· Contextual annotation

· Change management annotation

8.5.2.1
Basic Annotation
This covers aspects of model elements (classes and relationships) which are not provided for in the OWL language. These are: 

· Synonyms

· Archetypes

Synonym

Synonyms are fundamental to the reporting required for business domain view and review of the model content, which requires term, definition and synonym, and in many cases nothing more. 

A fundamental principal of this model is that it is an ontology and not a vocabulary or terminology. For this reason, the model contains, and models derived from it should contain only one class per single concept. The use of separate classes with the same meaning, and the use of the OWL construct for class equivalence (equivalentClass) shall not be used except when stating equivalences between classes in different ontologies, different named graphs or any other context in which the same concepts may exist in different namespaces. Instead, for each concept, any additional names by which that concept may be referred shall be represented as synonyms. 

Archetype

The concept of archetypes is not part of the OWL language, and is a unique and novel aspect of the model described in this specification. Each class and object property is identified with an archetype. In UML representations these are mechanized as UML stereotypes. In order to preserve the archetype information in OWL models, these are rendered as OWL Annotation Properties. 
8.5.2.2
Provenance and Cross-reference Annotation

Information is maintained in the model for the origin of each term and definition, including definitions which are adapted from a given source rather than being a direct rendition of that definition. 
Similar terms are used for cross reference to terms and definitions in other standards or sources. These are similar to the provenance terms but they do not represent the origin of the term or definition. 
Term Provenance meta-terms are all derived from the Dublin core construct called 'source'. 

There are two types of meta-term for the origins of terms and definitions: 

· Term Origin

· Definition Origin

These are further refined as follows: 

Term Origin: 

· The source of the term (a standard, draft standard or organization)

· The name of the term in the source (typically the name of a UML data element or an XML schema construct)

Definition Origin:

The definitions are either replicated directly from the originating source (if intellectual property considerations permit this), or are adapted from these. Adapted definitions are typically created because the definition in the originating model or source is a definition of a data element or an XML Schema construct and not a definition of the real world entity to which that construct relates. 

This leads to two separate definition origin related meta-terms:

· Definition Origin - used where the text in the skos:definition (the main definition field in this model) is a direct copy of the definition of the term defined in the Term Origin meta-terms

· Definition Adapted From - used where the text in the skos:definition is a modified rendition of the text of the term defined in the Term Origin meta-terms. 

Table 3 shows the metadata used. 

Table 3.  Provenance and Cross Reference Metadata

	Base Term
	Term Group


	Annotation

(meta-term)
	Notes on Usage



	Dublin Core
	
	
	

	dct:source
	TermOrigin
	TermOrigin
	The document or standard from whence the term was sourced

	dct:source
	TermOrigin
	TermOriginalName
	The name of the term in the original source

	dct:source
	DefinitionOrigin
	DefinitionOrigin
	The work from which the definition was sourced

	dct:source
	DefinitionOrigin
	DefinitionAdaptedFrom
	The work from which the definition was modified. 


Note that DefinitionOrigin and DefinitionAdaptedFrom are mutually exclusive. There is no logic to enforce this.
8.5.2.3
Definition and Additional Notes Annotations

Annotations for the formal definition of each term, and for additional notes are derived from the Simple Knowledge Organization System (SKOS) standard. During creation of the original model these elements of text were retained in the UML 'Notes' field. 

Notes Annotations

The following terms exist in SKOS as specializations of the SKOS element skos:note:

· skos:definition

· skos:editorialNote

· skos:scopeNote

· skos:historyNote

· skos:example

· skos:changeNote

The terms previously maintained as part of the definition and notes text in the UML models are split into one or more of the above SKOS annotations. Of these, skos:definition must always be present, while the remaining terms may or may not be populated. Note that the earlier development stages of the model described in this specification, which were done in a UML modeling tool, had the definition along with a set of 'Further Notes' in the UML 'Notes' model element. 

Cross Reference Annotations
Standards in the "Global terms" section are formally cross referenced to ontologies or standards which have the same meaning and which have been selected as being the place of record for the meaning of a given term. Usually these are ontologies, and are referenced using OWL annotations for class equivalence. In some cases the resource to which we want to cite the meaning of a term is in some other format such as UML, and in this instance an additional annotation element is used, which is "citation". The citation metadata construct is defined as a sub-type of the built in vocabulary element "isDefinedBy" which is a sub-type of the RDF element "seeAlso". 
Table 4 shows the SKOS-derived annotations plus the citation annotation construct.

Table 4.  Labeling, Notes and Cross Reference Metadata

	Term Requirement
	Term Type


	Annotation

(meta-term)
	Notes on Usage



	SKOS Notes
	
	skos:note
	

	Definition
	Definition
	skos:definition
	Main formal definition of term

	General notes
	Notes
	skos:editorialNote
	The bulk of the 'Further Notes' narrative

	Scope Note
	Notes
	skos:scopeNote
	Additional formal information about the term or concept

	Historical Note
	Notes
	skos:historyNote
	Notes from historical review sessions

	Example
	Notes
	skos:example
	Previously in UML Notes

	Usage Note
	Notes
	skos:note
	Previously in UML Notes

	SKOS Labels
	
	
	

	Preferred Label
	Labels
	skos:prefLabel
	Main label in US English

	Alternate Label
	Labels
	skos:altLabel
	Synonym

	Change History
	Notes
	skos:changeNote
	Part of change control terms

	Semantics Cross ref.
	Shared Semantics
	skos:match
	Shown as dependency to other term

	RDF Built-In Terms
	
	
	

	Semantics Cross ref.
	Sub-type of RDF isDefinedBy 
	citation
	Citation where source is not OWL


8.5.2.4
Contextual Annotation

The model includes metadata for deriving extracts from the model content for specific applications, both conventional and semantic web. 
Context is defined by the use of OWL Object Properties (relationships facts) with a range that is some term derived from the 'Mediating Thing' class. These terms are the business contexts which have been modeled in this model. These contexts, and the relationships which refer to them, are not shown on most diagrams but are to be included on diagrams which show the origins and cross references of terms. 
One additional metadata requirement for context is the ability to identify, for a given set of sub-classes of a given class, what was the property or properties of the parent class which is restricted or specialized to derive that set of sub-classes. This has important applications in the extraction of model content both for model driven development and for semantic technology applications. 
The 'Classification Facet' metadata formally identifies a set of terms which are mutually exclusive to one another and which share a single parent. Optionally, the Classification Facet further relates the set of terms to the property by which they are specialized, to a 'Context' class of thing ('third order thing'). Therefore the metadata has a range which is either an object property or an OWL class. 

This metadata is rendered in much the same way as the other annotation metadata: it is rendered in OWL as an OWL Annotation Property (stereotype annotationProperty), and rendered in UML as an Association Class with a green relationship line (edge). Instances of the type of annotation which is a Classification facet are shown as a green dependency edge, and in the UML rendition these may have a range either of the class element of the Association Class for an Object Property, or of a UML class which represents some OWL Class. 
8.5.2.5
Unique Metadata and Annotations
The following meta-terms are introduced as part of this specification and are not derived from other terms or standards: 

· Archetype terms

· Term identifying something as an archetype

· Annotation indicating what archetype a given class is of. 

· Classification Facet

These are given in Table 5.

Table 5.  Unique FIBO Metadata

	Term Requirement
	Annotation

(meta-term)
	Rendition
	Notes on Usage



	Archetype
	
	
	

	Class or Object Property is an Archetype
	archetypal
	Instance points to concept of Archetype
	Annotation of Class (boolean)

	Class is of archetype
	ofArchetype
	ofArchetype
	Relates class or object property to its archetype

	Classification Facet
	
	
	

	Type of annotation is Classification Facet
	none
	UML AssClass / OWL Annotation Property
	Defined once. Range is union of Class and Object Property

	Instance of Classification Facet
	classificationFacet
	UML Dependency / OWL annotationFact
	Range is one class (3rd order thing) or one Object Property of the parent.


8.5.2.6
Change Management Annotation

Annotation for change management is derived directly from the OMG AB Recommendation for ontologies metadata and it not re-specified here. 
The formal version information for each element is given using the OWL construct owlVersionInfo
Notes made as part of the change management process (change notes etc.) are rendered using the SKOS element skos:changeNote as listed in the preceding section. 

8.5.3
Metadata Rendition
The additional metadata described in the preceding section is rendered as OWL Annotation Properties. 

Note that in ODM both RDF and OWL have a construct with the stereotype of 'annotationProperty'. The one used for metadata here is the OWL Annotation Property construct. 

The metadata terms are defined wherever possible as extensions of RDF and OWL terms or of Dublin Core (DC) and (Simple Knowledge Organization System (SKOS) terms. These are replicated in the model repository and from these terms is created a set of sub-terms which define the OWL Annotation Properties that will be taken to represent those terms. 
The OWL Annotation Properties for, for example, Definition Origin, represent a type of annotation (in this example, the origin of a definition), and these model at a class level what sort of things may be the domain and range of the annotation property. Individual instances of those annotation properties are annotation facts, and these are accordingly modeled as the owl term annotationFact. This is not to be confused with the RDF term also known as annotationFact in the ODM standard. 

An annotation fact (stereotype annotationFact) is rendered as a UML Dependency. Annotation facts are instances of annotation properties. For each type of metadata term which is defined here as an OWL annotation property, there is a corresponding annotation fact which is defined as being an instance of that type of property (for example, an instance of the type of property which is a definition origin annotation). 
All semantic provenance and cross reference metadata is rendered visually as green relationships. These are intended to be displayed on diagrams draft explicitly to show this metadata and are not intended to be visible in diagrams which show only the things and facts. Tabular reports may include or not include this information. 

9 Model Content Reports

This section lists all the terms, definitions and relationships in the model. Note that this report is generated from the current UML repository and therefore indicates terms according to their UML constructs. This is not the format in which content of the model is to be presented to business stakeholders but is a complete and formal record of the model as it stands. 

Note also that in this reporting format, relationships are reported twice, once for the terms that they are a property of, and a second time for the term to which they refer. As a result many of the relationships included in this report are 'incoming' reports of relationships which reside in sections other than the sections being reported on in this report (for example, sections containing information on financial securities, derivatives and so on). 

Each section in this report contains a report of one UML Package representing one OWL ontology. The package names are given as a second level heading in each section. 

Overview

9.1
Global Terms

These are referenced in the order which follows:

· Lattice

· Core

· Business (grammar)

· Parties

· Ownership

· Real Estate

· Info (Grammar)

· Schemes

· Identification

· Geo

· Locations

· Address

· Postal Address

· Legal

9.2
Business Entity

· Business Entity

· Corporation

· Trust (in progress)

Global Terms

Business Entity Terms

Annex A: Deliverables Included with this RFC

XMI Files

OWL Files

Annex B:  Interpreting Model Content

(informative)

B.1  Introduction
The model content is intended by read and understood by business domain experts with knowledge of business entities and legal concepts. It requires no knowledge of modeling theory, technical modeling languages, technology development  or data modeling. 

The following knowledge is required to interpret the model content:

· Set theory

· Logic

· Business (commerce, law, finance)

B.2 The Model

What the Model Contains

The model described in this specification contains elements called 'Things', simple facts about those things in the form of textual information, and relationship facts in the form of relationships between one 'Thing' and another. Things, simple facts and relationship facts all have textual information, with as a minimum the definition for the term that they represent, plus additional information on usage, review history, sources of terms and definitions and so forth. 

Model Views

The content of the model is rendered in two basic modalities: visual information in the form of diagrams, and textual information in the form of tables. The diagrams are available in varying levels of detail and may have been created to show different sets of terms and relationships across or within sections of the model. The textual information may have been created as web based tabular reports or as spreadsheets. These may contain basic information of term, definition and synonym or they may contain additional information about the types of thing or the types of information to which facts in the model refer. These will usually not show relationships between relationships as such information would be difficult to visualize in the tabular format. 

Diagrams and tables reflect the information retained in the underlying model repository directly. For example, if two 'Thing' elements have a relationship between them and they appear on the same diagram, the relationship between them will always appear. 

Model Diagrams

Diagrams reflect any set of terms in the model, within or across sections of the content. These may be rendered with varying levels of detail. Diagrams created during reviews of the subject matter will typically contain a greater range of terms than diagrams created for presentation to the wider community of potential users. The levels of detail presented in the diagrams typically include: 

· Block diagram: contains only Things and Relationship facts

· Simple diagram: contains Things, Simple Facts and Relationship Facts

· Advanced diagram: as Simple Diagram with the addition of relationships between relationship facts

· Locator diagram: as Advanced Diagram; each 'Thing' and relationship fact has a textual indication of its section location

· UML diagram: as Locator diagram, with UML indications turned on for UML stereotypes and the like. These are not intended for review or consumption by business domain experts and are included for maintenance only. 

B.3 Interpretation

The model conveys 'Things' and 'Facts'. Facts are in two forms: 

· 'Simple Facts': these are a statement about something which is framed in terms of some simple type of information, such as textual entries, yes/no answers, dates, numbers and selections of textual information

· 'Relationship Facts': these are a statement about something which is framed in terms of something else, that other thing also being framed as a 'Thing'. 

In addition, there are relationships which represent additional set theory concepts, notably logical unions, mutual exclusiveness. 

Each 'Thing' also has a 'Parent' relationship, with the sense of 'is a'. This relationship indicates that the thing from which that relationship is shown is a kind of the thing to which it refers. 

These concepts are described in the sections which follow. 

Thing

A Thing is a set theory construct. This is shown on the diagrams as a box, with a textual entry showing its name. On some diagrams, additional textual entries in the box show the simple facts about that thing. 

A Thing is defined as the set of individuals which are defined according the facts stated for that kind of thing. Membership of the set is defined in the sense that any individual in the world of which the stated facts are true, is a member of that set. In terms of logical theory, these sets are defined intensionally. It is also possible to define a set explicitly as a list of its members (in logical theoretic terms, an extensional definition) but this is not used in practice in the model. 

Inheritance: the Parent 'is a' relationship

Each Thing in the model has one or more parent Things. The relationship between the Thing and its parent may be interpreted as an 'is a' form of relationship, meaning that the thing of which the parent relationship is shown is a kind of the thing to which the arrow in the Parent relationship is pointing.

This relationship is defined according to an Aristotelian syllogism. Aristotle defines four basic syllogisms; the one indicated by this relationship is known as the 'BARBARA' syllogism, and formally indicates that the thing that has the Parent, inherits all the facts about that parent. In addition, this relationship is transitive, meaning that the parent relationships of the parent are passed on to the child term. 

The relationships of this type create a formal inheritance tree called a Taxonomy. Taxonomies in this sense may be single inheritance (as is often seen in technical model designs) or multiple inheritance. 

As an example of multiple inheritance, one might say that in terms of the Linnaeus Taxonomy of Species, a whale is a mammal, while one may also create a set of taxonomic classifications based on habitat, in terms of which a whale may also be a marine animal. 

On a technical note, the Parent relationship is functionally identical to the relationship known as 'Generalization' in the UML modeling language; this is because both languages derive the meaning of this relationship from the above Aristotelian logic [PR disagrees. MB: This is the ‘Barbara’ syllogism from Aristotle. I believe this is the same as Generalization in both languages]. For this reason we have chosen to use the same visual indication for this relationship as it used in the UML language. 

This relationship is formally known as 'sub type of' but is labeled in reports as 'Parent'.

Simple Facts

Simple facts are assertions about things in a given class, which may be framed in terms of some simple type of information. 

Types of information about which simple facts are asserted are: 

· Text

· Date

· Number

· Whole number

· Yes/no answer

· Selection of answers

To a technical person these may easily identified with what are called 'datatypes' however at the level of this model these represent the types of information not data as such. A special case is the selection of possible answers - this refers to a list of entries (see Selection Lists). 

Relationship Facts

A relationship fact is defined as a fact about something which is framed in terms of a relationship to some other thing.

These are indicated on the diagrams as a blue arrowed line. Some diagrams additionally show a box attached to this blue line; this is used to indicate relationships between those relationship facts, which are shown as lines between those boxes.

Relationship facts are of the form subject-relationship-object where the subject is the Thing from which the line is drawn and the object is the thing to which the blue arrow points. 

The label on the line is the verb itself, while the attached box indicates the full name of the relationship fact. Relationship facts are unique across the model and each belongs to one Thing only. 

There are additional pieces of information about these relationship facts, such as whether they are symmetric, transitive and so on. The use and interpretation of these refinements to relationship facts are beyond the scope of this explanatory annex, and these are rarely used in practice in the model to date .

Logical Unions

Logical unions indicate that any individual which is a member of any of the classes of 'Thing' of which the union is a union, are members of that union. 

The Union is shown as a box on the diagrams, similar to the boxes used for classes of 'Thing' but without the coloring given for archetypes (no Union has an archetype), that is these have the default gold box appearance of an OWL Class. 

Membership of the union is indicated by a purple relationship similar in appearance to the Parent / 'is a' relationship. The Union (set) shown at the top of the arrow is thereby indicated as being a logical union of all the sets indicated as classes of Thing at the bottom of the purple arrows. 

Relationship facts may refer to unions in the same way that they refer to other classes of Thing. 

Mutually Exclusive sets

Given that each thing is a set of potential members defined by their properties (facts), it is possible for any one thing in the world to be defined as being a member of more than one set, if the properties asserted for one set are not related to the properties asserted for another set. 

Where membership of one set necessarily precludes membership of another set (that is, where a set is defined such as to specifically exclude members of another set), this is shown by a red line on the diagrams, labeled 'mutually exclusive'. 

Where classes of 'Thing' are not indicated as being mutually exclusive (or have parents which belong to classes of Thing which are mutually exclusive), then any individual in the domain of discourse (the world) may belong to both sets. 

This is formally known as a 'disjoint' relationship. 

Relationship Facts hierarchies

Relationship facts are themselves disposed in a hierarchy similar to that given for the classes of 'Thing'. These are indicated on more advanced diagrams by a green upward pointing line in the same style as the Parent relationship line. The relationship fact to which the arrow points represents a more general meaning, of which the relationship fact at the bottom of the relationship represents a narrower definition of the same meaning. 

The narrowing of these meanings frequently occurs in conjunction with the narrowing of the meanings of classes of 'Thing' in the taxonomy. For example, types of bond are classified (a narrowing or specialization of the meaning of 'bond') according to, among other things, a narrowing of the relationship 'issued by' with the latter relationships being distinguished form one another by the nature of the kind of party which is the issuer. 

This is formally known as a #sub property of' relationship. 

Inverse relationships

These are only shown on diagrams which show the relationship facts with their boxes, i.e. diagrams which show relationships between relationships. 

Relationship facts in the model are all one-directional, by virtue of their being framed as 'subject-verb-object' triples. In the business domain, meaningful terms and definitions may exist in either direction between one class of thing and another (for example, a bank has a customer versus a person has an account at the bank. 

These are indicated as a red dotted arrowed line between one relationship and the relationship to which it is the inverse. 

In theoretical terms, this relationship only applies between relationships which are known as 'functional' relationships. An explanation of this is beyond the scope of this annex. 

Selection Lists

A list of possible entries for a simple type is displayed as a box on the diagrams, with a list of the possible entries. These are displayed as text, and generally refer to lists of possible textual values for the simple fact.

It should be noted that these do not or should not represents lists of kinds of 'Thing' - those would be represented as a taxonomy of actual things. This is an important difference between this and a data model, since many data models have similar selection lists, call 'enumerations' in the data modeling world, which may represent kinds of thing or classifications of the thing which has these as a property. 

Selections of Things

This is a class or set of things of which the members are explicitly listed (in theoretical terms, an extensional definition of the class). 

These are not used at present in the model but are provided for in the modeling notation. 

Annex C:  Shared Semantics Treatments

(informative)

C.1  Introduction
The model content is grounded in terms which come from outside the realm of business entities of financial services. These are maintained in the sections titled 'Global Terms'. Wherever possible, terms in this section are cross referenced to terms set out by suitable standards bodies and academic bodies, so that the meanings of these terms are grounded in a broader community of semantics modeling. 
Some of these external standards are in the form of formal ontologies, modeled typically but not necessarily in the Web Ontology Language (OWL) and in any case grounded in formal first order logic. In addition, some terms are derived from models which are not formally grounded in first order logic but which in some way or another are identified as meaningful concepts, either by explicit mark-up of the model content, by some separate theory of meaning, or by some statement at the level of the model identifying it as a semantic model. Such models are typically in the Unified Modeling Language (UML) or some other formalism such as that of the eXtensible Business Reporting Language (XBRL). 
Note that formal reference to terms specified in the XBRL family of standards is outside the scope of this specification as there are no terms in the Business Entities content which make reference to these; these will be covered in a future specification. 
Some of the models so referred to are only referred to in part, for example because the scope of the standard, as identified by its use case, is very different to the scope of the terms we wish to refer to in the Global Terms sections, or because the ontology contains formal axioms or facts which are at odds with the definitions of the terms as we have them. 

This section describes the range of treatments by which such external standards are cross referenced in the Global Terms sections. A number of such treatments have been identified, depending on the nature of the standard or vocabulary referred to in our Global Terms, the language in which it is framed or the extent to which we are confident of making direct formal reference to it. For example, for some ontologies we wish to make direct, explicit reference, whereas for others we may have less visibility or confidence in the maintenance arrangements of that model's content and so have elected to create a local 'snapshot' of that ontology with its own namespace. 

C.2 Shared Semantics Treatments

Case 1: Complete, stable OWL Ontologies

Treatment: Create a surrogate of the ontology using ODM.

Because this is in ODM, it shall have the actual URIs of the external standard. The material in this model represents a direct surrogate of that ontology. 

Case 2: Ontology Snapshot

If the external ontology is in OWL but we want to make a snapshot if it at a point in time

Treatment:

· Create clone copy of the ontology in our repository

· Allocate a URI which identifies this as a clone (to include the elements of the original URI plus "/fiboclone/")

· Use OWL Equivalent Class, to point from something in our ontology, to something in that ontology. 

Note that for many ontologies, an alternative arrangement used is that of the Named Graph (please see separate section on this). In the case of Named Graphs we do not need to use OWL Equivalent Class but incorporate the elements from the Named Graph directly. 
When to use snapshot 

This is used when for any reason we don't want to track changes. 
Case 3: Partial Snapshot

This treatment is for when the external ontology has a broader or different use case and range of concepts, such that we may not wish to refer to or replicate them all. 

Treatment: Create a clone of the parts of the ontology we wish to refer to. 

Otherwise the treatment is the same as for Case 2. 

Case 4: UML Models

This treatment is followed when the external material is in a UML model which is not explicitly modeled with some formal semantic extensions, but the model itself is presented as representing meaningful concepts and not logical model design constructs. 
Treatment:

· Create a direct copy of the UML model, 

· In the UML model, replace Associations and other relationships with UML AssociationClass throughout

· Create relationships which are instances of the “citation” construct specified in the Annotation Metadata section:
· Classes: Use citation instance from the class in our model to the class in UML

· Object Properties: Use citation instance from the object property in our model to the AssociationClass class icon in the target UML

· Datatype Properties: Not applicable. Only derive classes and relationships from external standards

In the event that there are constructs in the UML model which do not represent meaningful concepts, these will not be referred to be any such citation relationships. The aim of the citation relationship is to identify where we have determined that the meaning of the concept in the FIBO Global Terms section, is defined by some competent authority. 

Annex D: Model Diagrams
[in preparation]
[Can we set this section to A3 Landscape or is that disallowed?]

[or should this material be an attached ZIP file and NOT an Annex?]

D1.
Business Entities

D2.
Corporation
D3.
Trust

Normative Model Report 


(this specification)





Term/Definition look-up via Web URL





XMI Import/Export





UML Editor Tool





Metadata Repository


(hosting)





OWL Editor Tool





OWL Editors





UML Editor Tool





UML Editor Tool





Edit





UML Editor Tool





OWL Import/ Export





SME Diagrams





OWL Editors





Diagrams





Diagrams





Export





SME Tables / spreadsheets





Tables / spreadsheets





Locally extended content





Tables / spreadsheets





View





OWL Editor Tool








